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Abstract
We present an updated version of fosf, a reasoner for fuzzy order-sorted feature (OSF) logic, with support for
flexible SPARQL query answering over RDF knowledge graphs. Fuzzy OSF logic is a knowledge representation
and reasoning language where feature symbols denote functions and sort symbols denote fuzzy sets. Sorts are
organized in a fuzzy subsumption relation that extends to OSF terms, record-like structures representing classes
of entities. The unification algorithm for these structures provides a calculus of fuzzy type subsumption. The
latest release of fosf introduces support for similarity-based reasoning by extending the OSF language with a
similarity relation among sorts, alongside a translation engine for compiling OSF terms into standard SPARQL.
Queries expressed as OSF terms undergo fuzzy ontology-aware rewriting prior to translation. This process
incorporates an OSF theory of sort definitions, feature domain and range declarations, and fuzzy subsumption and
similarity relations through fuzzy OSF constraint normalization. This rewriting enables flexible query answering
by returning approximate solutions, allowing queries that would otherwise be inconsistent with the underlying
ontology to yield relevant results.
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1. Introduction

We present an updated release of fosf,1 a reasoner for fuzzy order-sorted feature (OSF) logic, that
introduces similarity-based OSF reasoning alongside an ontology-aware translation engine for querying
RDF knowledge graphs (KGs) via SPARQL. Queries expressed as OSF terms undergo fuzzy constraint
normalization prior to translation into standard SPARQL. This process integrates ontological informa-
tion from a sort taxonomy, a sort similarity relation, sort definitions, and feature domain and range
declarations. The resulting query rewriting mechanism enables the retrieval of approximate solutions
for queries that would otherwise fail under strict ontological constraints.

Background OSF logic is a knowledge representation and reasoning language introduced by Aït-
Kaci [1, 2]. It is based on sorts, which represent classes of objects, and features, which represent
functional attributes. Sorts are organized in a subsumption relation that extends to OSF terms, record-
like structures representing classes of entities and their constraints. Reasoning with OSF logic is based
on the normalization (or unification) of OSF terms, a procedure that aims to combine the constraints
expressed by one or more terms while taking the sort hierarchy into account. OSF logic is at the basis
of CEDAR [3], a Semantic Web reasoner that normalizes and optimizes queries expressed as OSF terms
before translating them into SPARQL, possibly leading to more efficient retrieval.

Fuzzy OSF logic [4] extends OSF logic by interpreting sorts and OSF terms as fuzzy sets, and by
generalizing the sort subsumption to a fuzzy subsumption relation among sorts, which is then extended
to OSF terms. The core reasoning algorithms of fuzzy OSF logic are implemented in the fosf Python
library [5], which supports fuzzy taxonomic reasoning, subsumption degree computation, and fuzzy
normalization and unification of OSF terms.
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from fosf.parsers import parse_taxonomy
sim_tax_str = """
# Subsumption declarations
institution, person < top .
research_center < institution .
university < research_center .
researcher, lecturer, teacher < person .
professor < researcher, lecturer .
# Similarity declarations
teacher ~ lecturer = 0.5 ."""
sim_tax = parse_taxonomy(sim_tax_str)

(a) Parsing subsumption and similarity relations.
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(b) Graphical representation.

Figure 1: Example of how a sort subsumption ⪯ (black edges) and a sort similarity ∼ (dotted green edges) are
parsed in fosf, and their graphical representation (where ⊥ is omitted). After parsing, the two relations are
combined into a single fuzzy subsumption ⪯· (black edges and dashed red edges).

Contributions. The new release of fosf introduces the following features: (i) support for a similarity
relation between sorts, which is integrated into the main reasoning algorithms of fuzzy OSF logic,
enabling similarity-based reasoning with OSF logic [6]; (ii) support for feature domain and range declara-
tions during OSF term normalization; (iii) querying RDF KGs through the translation of normalized OSF
queries into standard SPARQL. The normalization exploits fuzzy sort subsumption and sort similarity
relations to relax incompatible constraints and retrieve approximate solutions.

Related work. Implementations of (crisp) OSF logic include the constraint logic programming
language LIFE [7] and the CEDAR Semantic Web reasoner [3]. Closely related formalisms include
description logics (DLs) and fuzzy DLs, which are supported by several reasoners (e.g., [8, 9, 10, 11, 12]).
The similarities and differences between OSF logic and DLs have been studied extensively [13, 14, 15,
16]. Similarity-based OSF logic is inspired by fuzzy unification in fuzzy logic programming, where
unification is guided by similarity or proximity relations (e.g., [17, 18, 19, 20, 21]); implementations
include Bousi∼Prolog [22] and FASILL [23]. In the Semantic Web community, various approaches
handle imprecise or flexible querying over RDF data, including fuzzy SPARQL extensions (e.g., [24, 25])
and query relaxation techniques (e.g., [26]). In this context, fosf applies similarity-based normalization
at the OSF logic level before compiling the resulting query terms into standard SPARQL.

2. Similarity-based OSF Taxonomic Reasoning

At the core of OSF logic is a sort taxonomy, a finite set of sort symbols 𝒮 that is ordered in a lattice
(𝒮,⪯,⋏) with top element ⊤ and bottom element ⊥. Similarity-based OSF logic [6] extends the sort
taxonomy with a similarity relation on sort symbols, that is, a fuzzy binary relation ∼: 𝒮 × 𝒮 → [0, 1]
which satisfies reflexivity, symmetry and transitivity.2 As described in [6], the information provided by
the sort subsumption ⪯ and the similarity ∼ can be combined into a single fuzzy subsumption relation
⪯· : 𝒮 × 𝒮 → [0, 1], according to the following informal inference, inspired by the similarity-based
approaches to logic programming (e.g., [18]):

if the sort 𝑠0 is subsumed by the sort 𝑠1 (i.e., 𝑠0 ⪯ 𝑠1)
and 𝑠1 is similar to the sort 𝑠2 with degree 𝛼 (i.e., ∼(𝑠1, 𝑠2) = 𝛼)
then 𝑠0 is subsumed by 𝑠2 with degree 𝛼 (i.e., ⪯·(𝑠0, 𝑠2) = 𝛼).

For example, if 𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟s are 𝑙𝑒𝑐𝑡𝑢𝑟𝑒𝑟s, and 𝑙𝑒𝑐𝑡𝑢𝑟𝑒𝑟s are similar to 𝑡𝑒𝑎𝑐ℎ𝑒𝑟s with degree 0.5, then
we can conclude that 𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟s are also 𝑡𝑒𝑎𝑐ℎ𝑒𝑟s with subsumption degree 0.5. As shown in [6], the
2For fuzzy set theory definitions using the same notation as this paper, we refer to the appendix of [6].



from fosf.parsers import parse_term
from fosf.reasoning import normalize_term
# Normalizing an OSF term according to subsumption + similarity only
t_str = "X0:person(teach_at -> X1:institution, research_at -> X1:research_center)"
t = parse_term(t_str)
print(normalize_term(t, sim_tax))
# Output: X0 : person(teach_at -> X1 : research_center, research_at -> X1)

Figure 2: Normalizing an OSF term in fosf.

from fosf.parsers import parse_theory
theory_str = sim_tax_str + """
professor := Yp:professor(research_at -> Y1:university) .
domain(teach_at) := teacher .
domain(research_at) := researcher ."""
theory = parse_theory(theory_str, ensure_closed=True)
# Normalizing an OSF term also according to the theory
nt, degree = normalize_term(t, sim_tax, theory, return_degree=True)
print(degree, nt)
# Output: 0.5 X0 : professor(teach_at -> X1 : university, research_at -> X1)

Figure 3: Normalizing an OSF term modulo an OSF theory in fosf.

resulting fuzzy subsumption relation is a fuzzy lattice (𝒮,⪯·,4), a fuzzy binary relation that satisfies
reflexivity, transitivity and strong antisymmetry, and such that a GLB 𝑠04𝑠1 exists for every 𝑠0, 𝑠1 ∈ 𝒮 .3

As shown in Fig. 1, fosf supports parsing a sort subsumption relation ⪯ and a sort similarity relation
∼ and combining them in a single fuzzy subsumption relation ⪯·. Cycle detection is performed to ensure
that the resulting fuzzy subsumption ⪯· is antisymmetric, possibly merging each sort cycle into a single
disjunctive set of sorts, according to [6]. When the resulting fuzzy relation ⪯· is not a (fuzzy) lattice, but
simply a partial order, fosf works on a completion of ⪯· that does not need to be explicitly computed.4
By employing the graph encoding technique of [28] and optimized weighted graph traversal of [29], it
is possible to efficiently compute the GLB 𝑠0 4 𝑠1 and the subsumption degree ⪯·(𝑠0, 𝑠1) of two sorts 𝑠0
and 𝑠1 [5]. For instance, 𝑡𝑒𝑎𝑐ℎ𝑒𝑟 4 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ𝑒𝑟 = 𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟 and ⪯·(𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟, 𝑡𝑒𝑎𝑐ℎ𝑒𝑟) = 0.5.

3. Similarity-based OSF Term Normalization

Sort symbols may be used with variables (also called tags) 𝑋0, 𝑋1 . . . ∈ 𝒱 and features symbols
𝑓0, . . . , 𝑓𝑛 ∈ ℱ to build OSF terms. These are record-like representations of (fuzzy) sets of objects, such
as 𝑡 = 𝑋0 : 𝑝𝑒𝑟𝑠𝑜𝑛(𝑡𝑒𝑎𝑐ℎ_𝑎𝑡 → 𝑋1 : 𝑖𝑛𝑠𝑡𝑖𝑡𝑢𝑡𝑖𝑜𝑛, 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑎𝑡 → 𝑋1 : 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑐𝑒𝑛𝑡𝑒𝑟), which
denotes the class of people that teach at some institution 𝑋1 and carry out research at the same 𝑋1,
which is also a research center. In general, OSF terms may include redundant, or even contradictory,
information (e.g., the sort of𝑋1 is specified twice in 𝑡). OSF terms that are well-behaved to this regard are
called normal OSF terms or 𝜓-terms [2], and they are also denoted 𝜓, 𝜓𝑖, and so on. The fosf reasoner
supports normalizing OSF terms according to a sort subsumption relation ⪯ and similarity ∼: as shown
in Fig. 2, the term 𝑡 can be normalized to 𝑝𝑒𝑟𝑠𝑜𝑛(𝑡𝑒𝑎𝑐ℎ_𝑎𝑡→ 𝑋1 : 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑐𝑒𝑛𝑡𝑒𝑟, 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑎𝑡→
𝑋1), where the sort of 𝑋1 is simplified to 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑐𝑒𝑛𝑡𝑒𝑟 = 𝑖𝑛𝑠𝑡𝑖𝑡𝑢𝑡𝑖𝑜𝑛 4 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑐𝑒𝑛𝑡𝑒𝑟.

The fosf reasoner also supports the normalization of OSF terms modulo an OSF theory of sort
definitions and feature domain and range declarations. Sort definitions associate each sort 𝑠 with a
normal term Θ(𝑠) = 𝜓 such that Θ(⊥) = ⊥, Θ(⊤) = ⊤, and the root sort of Θ(𝑠) is 𝑠 for all 𝑠 ∈ 𝒮
[30]. Intuitively, the sort definition Θ(𝑠) specifies structural constraints that each OSF term of type 𝑠
3A remark about notation: ⪯ denotes the crisp subsumption lattice on 𝒮 , and ⋏ is the GLB operation on (𝒮,⪯); ⪯· is the
fuzzy lattice resulting from combining ⪯ with ∼, and 4 is the GLB operation on (𝒮,⪯·).

4For more details, see [27, 6]. In this paper we assume that ⪯· is always a fuzzy lattice for simplicity.



SELECT ?X0 WHERE {
?X0 rdf:type :person .
?X0 :teach_at ?X1 .
?X0 :research_at ?X1 .
?X1 rdf:type :institution .
?X1 rdf:type :research_center . }

(a) SPARQL query before fuzzy OSF normalization.

SELECT ?X0 WHERE {
?X0 rdf:type :professor .
?X0 :teach_at ?X1 .
?X0 :research_at ?X1 .
?X1 rdf:type :university . }

(b) SPARQL query after fuzzy OSF normalization.

Figure 4: SPARQL queries corresponding to the OSF term 𝑡, before and after normalization.

should satisfy. Feature domain and range declarations have shape domain(𝑓) = 𝑠0 and range(𝑓) = 𝑠1,
and they ensure that, whenever 𝑡′ = 𝑋 : ⊤(𝑓 → 𝑌 : ⊤) is an OSF term, then 𝑋 must be of sort 𝑠0 and
𝑌 must be of sort 𝑠1. Overall, the (fuzzy) sort subsumption and similarity relations, the sort definitions,
and the feature domain and range declarations constitute the ontological component according to which
an OSF term can be normalized. Fig. 3 shows an example of parsing an OSF theory in fosf and
normalizing the OSF term 𝑡 according to the theory. In the example, the domain declarations for the
features 𝑡𝑒𝑎𝑐ℎ_𝑎𝑡 and 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑎𝑡 enforce the tag𝑋0 to be of sort 𝑡𝑒𝑎𝑐ℎ𝑒𝑟4𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ𝑒𝑟 = 𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟,
and the sort definition for 𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟 thus enforces 𝑋1 to be a 𝑢𝑛𝑖𝑣𝑒𝑟𝑠𝑖𝑡𝑦. The constraints imposed
by an OSF theory may be satisfied up to a degree 𝛼 ∈ [0, 1]. For instance, in the term nt of Fig. 3, 𝑋0

is of sort 𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟 rather than 𝑡𝑒𝑎𝑐ℎ𝑒𝑟 (as required by the domain of 𝑡𝑒𝑎𝑐ℎ_𝑎𝑡) so that nt satisfies
the OSF theory with degree ⪯·(𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟, 𝑡𝑒𝑎𝑐ℎ𝑒𝑟) = 0.5. Note that, without the fuzzy subsumption
⪯·(𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟, 𝑡𝑒𝑎𝑐ℎ𝑒𝑟) induced by 𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟 ⪯ 𝑙𝑒𝑐𝑡𝑢𝑟𝑒𝑟 and ∼(𝑙𝑒𝑐𝑡𝑢𝑟𝑒𝑟, 𝑡𝑒𝑎𝑐ℎ𝑒𝑟), the GLB of
𝑡𝑒𝑎𝑐ℎ𝑒𝑟 and 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ𝑒𝑟 would instead be ⊥, and the normalization of 𝑡 would fail.

4. Similarity-based OSF for SPARQL Query Answering

The fosf reasoner supports translating a (normalized) OSF term into SPARQL for instance retrieval
over an RDF KG. This translation is inspired by the query rewriting pipeline of CEDAR [3], in which an
OSF term query is preprocessed to ensure consistency and to potentially reduce the retrieval search
space before generating a SPARQL query. The fosf library extends this framework by integrating
sort definitions and the sort similarity relation ∼ into the normalization, enabling similarity-based
query rewriting. Without the sort similarity, queries violating ontological constraints would be declared
inconsistent and return no results. Instead, fosf can rewrite OSF terms into queries that approximately
satisfy the OSF theory to some degree, thus enabling the retrieval of approximate solutions.

Consider again the query term 𝑡 = ?𝑋0 : 𝑝𝑒𝑟𝑠𝑜𝑛(𝑡𝑒𝑎𝑐ℎ_𝑎𝑡 → 𝑋1 : 𝑖𝑛𝑠𝑡𝑖𝑡𝑢𝑡𝑖𝑜𝑛, 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑎𝑡 →
𝑋1 : 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑐𝑒𝑛𝑡𝑒𝑟), where 𝑋0 is marked with a question mark to denote instance retrieval. Under
standard OSF normalization, 𝑡 is inconsistent because 𝑡𝑒𝑎𝑐ℎ𝑒𝑟 ⋏ 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ𝑒𝑟 = ⊥, as discussed in Sec-
tion 3. Translating 𝑡 directly to SPARQL without normalizing ignores the ontology entirely, yielding the
query in Fig. 4a, which fails to enforce domain/range semantics and sort definitions. In contrast, by taking
∼ into account fosf normalizes 𝑡 to 𝑋0 : 𝑝𝑟𝑜𝑓𝑒𝑠𝑠𝑜𝑟(𝑡𝑒𝑎𝑐ℎ_𝑎𝑡→ 𝑋1 : 𝑢𝑛𝑖𝑣𝑒𝑟𝑠𝑖𝑡𝑦, 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ_𝑎𝑡→
𝑋1), deriving an approximate solution that satisfies the OSF theory with a degree of 0.5 (Fig. 3). Fig. 4b
shows the resulting SPARQL translation. Providing approximate solutions for otherwise inconsistent
queries can be desirable in many scenarios. For example, users often do not possess full knowledge
of extensive ontologies, making an inconsistent result potentially surprising. Moreover, the inconsis-
tency of 𝑡 arises from the closed-world assumption of OSF logic, where 𝑡𝑒𝑎𝑐ℎ𝑒𝑟 ⋏ 𝑟𝑒𝑠𝑒𝑎𝑟𝑐ℎ𝑒𝑟 = ⊥
forces disjointness of the two sorts. Relaxing this requirement can be valuable in contexts where this
assumption does not hold, such as settings where domain knowledge can evolve.

From a practical standpoint, fosf handles OSF query parsing, normalization, and translation to
SPARQL. Base IRIs and prefixes can be specified prior to an OSF theory or query using Turtle-like syntax
(e.g., @base <IRI> . @prefix : <IRI> .). The syntax for OSF theories (including subsumption
and similarity declarations) and OSF terms supports base sorts like 𝑝𝑒𝑟𝑠𝑜𝑛 (resolved via the base IRI), as



Figure 5: The web interface of fosf, displaying the OSF ontology composed of sort subsumption and similarity
declarations, sort definitions, and feature domain/range constraints (left), the target RDF KG facts (middle), and
the OSF query term (right). Action buttons enable users to inspect the taxonomy, display the translated query,
and execute the generated SPARQL, with options to toggle OSF query normalization and the similarity relation.

well as absolute IRIs (e.g., <http://example.org/person>) and prefixed names (e.g., ex:person).
The query generated by fosf can be executed over in-memory RDF graphs or remote SPARQL endpoints
using the rdflib and SPARQLWrapper libraries,5 or sent to any standard SPARQL query engine.

5. Demo Interface

We provide an interactive Web interface designed to demonstrate the query normalization and execution
pipeline of fosf.6 As shown in Fig. 5, users can specify custom OSF theories, target RDF KGs, and OSF
queries directly in the browser, or select from a list of pre-defined examples. The interface can visually
render the sort subsumption hierarchy, the sort similarity relation, and the resulting fuzzy subsumption
relation. Users can inspect the generated SPARQL queries and execute them directly against the RDF
KG to view retrieved instances alongside the approximation degree of the normalized query. Two global
toggles, for OSF query normalization and sort similarity, allow users to compare OSF terms, generated
SPARQL queries, and retrieval results with or without normalization and similarity-based reasoning.

6. Conclusion and Future Work

We have presented an updated release of fosf, extending fuzzy OSF logic with similarity-based
reasoning and ontology-aware SPARQL query generation. By integrating a sort similarity relation into
constraint normalization, fosf enables flexible query rewriting, deriving approximate solutions for
queries that would otherwise be declared inconsistent under strict ontological constraints.

While the current release of fosf provides a functional prototype, several limitations present avenues
for future development. Regarding performance, we are replacing the pure-Python reasoning core
with a C++ engine to improve execution speed and memory efficiency. To address the closed-world
assumption of OSF logic, where two sorts 𝑠0 and 𝑠1 are treated as disjoint whenever 𝑠0 4 𝑠1 = ⊥, we
plan to allow declarations of non-disjoint sorts within sort taxonomies, without the need to explicitly
name their GLB. Furthermore, we intend to improve the expressiveness of fosf by extending support
for disjunctive sorts and terms in both theories and queries, as well as enabling sort instances in OSF
query expressions. Finally, in addition to manually defined similarity relations, we plan to support
automated similarity estimation using techniques such as vector embeddings.

5Available at https://github.com/RDFLib/rdflib and https://github.com/RDFLib/sparqlwrapper.
6Available at https://fosf-demo.pages.dev/.
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